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The localisation of and access to electronically
available patient-centric information across the
boundaries of healthcare organisations is mostly
limited to the field of telemedicine applications
today. However, considering the specialisation of
medical organisations, the need for cost reduction
e. g. by avoiding unnecessary examinations, and
the mobility of the population especially at Euro-
pean level, cross-organisational access to medical
information related to a particular patient would
certainly be beneficial. The EC-funded project
ARTEMIS is developing a semantic web based
P2P interoperability infrastructure for healthcare
information systems. The ARTEMIS P2P net-
work provides a Patient Identification Protocol
(PID Protocol) — a mechanism to locate patient-
related documents in conformance with access
authorisation and privacy regulations. For the
retrieval of such documents, ARTEMIS combines
the PID protocol with the Retrieve Information
for Display (RID) integration profile proposed by
the Integrating the Healthcare Enterprise (IHE)
initiative. This profile enables users to retrieve
and display patient-related documents on systems
other than the document keeping systems. In
combination with the ARTEMIS infrastructure,
RID enables users to access medical information
across boundaries of medical organisations.

INTRODUCTION

Patient-related, electronically available medical
information is mostly stored in isolated informa-

tion systems today, often being independent from
each other and usually being located at different
places, organisations, or even in different coun-
tries. A reason for this can be found in the factor
that a patient may be medically treated by differen

healthcare professionals at different hospitals or
practices, all of them using different information

systems. Mostly, these information systems are
incompatible to others regarding data structures
used for information storage or communication
protocols in respect to exchange of information.
Thus, the electronic exchange of patient-related
information between different organisations be-

comes complicated or even impossible. Another
reason that has led to a decentralised storage of
patient-related medical information can be found in
the fact that different specialised departments may
use different information systems to store the
medical data, even if they are part of the same
healthcare organisation. Based on the above men-
tioned circumstances, it can be noticed that the
cross-organisational exchange of medical informa-
tion nowadays is often realised by exchanging
paper-based documents instead of electronically
available documents, despite the existence of stan-
dardised exchange formats such as defined in HL7
(1,2) or DICOM (3).

The cross-organisation access to legacy healthcare
information systems in terms of exchanging pa-
tient-related medical information and documents
across the boundaries of healthcare organisations
would be beneficial for organisations for several
reasons. The avoidance of redundant, unnecessary
examinations would result in a significant cost
reduction for public healthcare systems. Also the
execution of laboratory examinations, such as the
determination of specific blood values or tolerance
to pharmaceuticals, could be avoided if access to
medical information about test results gained ear-
lier would be possible. Further examination results
might exist and, therefore, a re-examination might
not be necessary if access to these results wauld b
possible. Another point is that the increased mobil
ity of people nowadays additionally motivates
cross-organisational access to medical information.
In case of the need for a medical examination of a
person being on travel in a foreign country, the
examining health professionals could benefit from
the above mentioned advantages.

Aiming at enabling and improving the cross-
organisational interoperability, the EC-funded
projectARTEMIS(“A Semantic Web Service-based
P2P Infrastructure for the Interoperability of
Medical Information Systerf)s(4,5) develops a
peer-to-peer (P2P) infrastructure allowing for
cross-organisational invocation of services. One of
them is the exchange of information such as elec-
tronically available documents, based on the IHE
Retrieve Information for Display (RID) integration



profile. ARTEMIS addresses several problems in tion Source queries the information systems for the
the domain of inter-organisational information information or documents that are specified by the
exchange, including the problem of an unambigu- request for further processing steps. Three groups
ous patient identification attributable to the ab- of possible request types defined in the IHE RID
sence of a European-wide attribute to uniquely integration profile can be distinguished:
identify a patient. In order to address this prohle = SUMMARY, LIST and DOCUMENT requests.
ARTEMIS offers the so calledPatient Identifica- While SUMMARY and LIST requests cover the
tion Protocof (PID) (6,7) that can be used to find field of requests for information, such as summa-
patient-related data in isolated, heterogeneous in- ries of radiology information or lists of allergies
formation systems located at different healthcare patient suffers from, DOCUMENT requests ex-
organisations. The PID implementation in plicitly aim at retrieving specific documents, such
ARTEMIS uses Record Linkagg algorithms (6) as laboratory reports or medical images. In case of
that allow for matching of a patient to a larger se a request for SUMMARY or LIST information, the
of patients, based on demographic attributes. Fur- Information Source searches for the requested
ther access control structures and privacy-related information, generates a report consisting of an
issues are considered in the PID implementation as XHTML document, containing all information that
well. has been found, and returns it to the requesting
In order to enable the search for and the access toorganisation. In case of a DOCUMENT request,
patient-related medical documents across bounda-the requested document is returned instead. The
ries of healthcare organisations, ARTEMIS com- RID process is shown in diagram form in Figure 1.
bines the PID protocol with theRetrieve Informa- To simplify the process diagram, components and
tion for Display (RID) integration profile (8,9), processes concerning the web service architecture
proposed by thelfitegrating the Healthcare En-  are not shown in the diagram.

terpris€’ (IHE) (10,11) initiative. The RID profile

allows for the search for patient-related documents

being hosted at independent, isolated and hetero-

geneous information systems. It further addresses

the retrieval and the presentation of these docu-

ments to requesting health professionals. In com-

bination with the ARTEMIS infrastructure, the

RID profile enables the search for and the acaess t

medical information across boundaries of health

care organisations.

THE IHE RID INTEGRATION PROFILE

To have a closer look at the subject of searching
and accessing clinical information stored at
different organisations, this section focuses an th
RID integration profile. RID describes two actors
that are involved in the realisation of information
exchange between requesting organisation and
providing information system: one calledis-
play’, the other one calledlfiformation Sourcé

The Display comes into play at the requesting or-
ganisation. It allows for the submission of regsest
for patient-related, clinical information that ig-|
cated outside the user’s current application, igual
stored in an information system located at a remote
healthcare organisation. On the other side, an In-
formation Source encapsulates the isolated infor-
mation system storing patient-related information  RID IN ARTEMIS: AN EXAMPLE SCENARIO

by offering a standardised, RID compliant access

to the information stored via a web service inter- Even though a couple of commercial Information
face. Based on the request received, the Informa- Source systems exist today (12,13,14,15,16), the

Figure 1. RID process in diagram form.



application of the RID integration profile is still  patient-related information from remote healthcare
rarely seen in the environment of medical informa- organisations possible. Within an organisation,
tion systems. Thus, an extensible, generic Informa- patients generally receive an unambiguous identi-
tion Source component was designed and imple- fier. However, due to the fact that different origan
mented in ARTEMIS, being extensively configur- sations use different information systems, two
able due to the usage of a plug-in architecture for identifiers used for the same patient by two differ
the data acquisition component. Plug-ins realise an ent information systems are generally incompatible
encapsulation layer for potentially complex, native to each other. Thus, a unification mechanism is
access methods to heterogeneous information sys-needed in order to map the patient identifier of an
tems, as they can be found in healthcare organisa-organisation to the patient identifier used by an-
tions nowadays. They further allow for accessing other organisation. To solve this problem,
the information or documents stored in these in- ARTEMIS developed and implemented the PID
formation systems to third party systems using a protocol (6,7,17). For detailed information about
standardised web service interface, which is speci- the PID protocol, the authors refer to (7). In $hor
fied by the RID profile. terms, the PID protocol, using a record linkage
As already mentioned, a P2P infrastructure has algorithm, determines the identifier of a specific
been set up in the context of the EC funded project patient in regard to a specific organisation based
ARTEMIS, aiming at enabling a cross-organisation the patient's demographics. The PID step is shown
exchange of patient-related, clinical information in Figure 2.

and documents electronically available, and thus

enhancing the interoperability between healthcare

organisations. The nodes of the P2P network,

called ‘peers, represent the different healthcare

organisations or institutions connected to the

ARTEMIS infrastructure. For a more detailed view

at the ARTEMIS P2P infrastructure, the authors

refer to (17). As noted before, in order to enable

the search for and the retrieval of electronically

available clinical information or documents be-

tween different organisations, the RID integration

profile comes into play.

In order to have a closer look at the integratibn o

the RID profile into the ARTEMIS infrastructure,

an example scenario for the exchange of docu-

ments between two healthcare organisations shall

be introduced, both organisations being integrated

into the ARTEMIS P2P infrastructure. Following

an accident, a patient is examined by health profes

sionals in a foreign country. The patient is taken

a hospital that is connected to the ARTEMIS infra-

structure. Another hospital, also connected to the

ARTEMIS infrastructure, but located at the pa-

tient's home country, stores clinical information

about previous episodes of care for this patient.

The examining health professionals desire access

to the information and documents stored at the

hospital in the patient’'s home country. The process

of exchanging this information consists of three

steps, each of them further being explained in de- Figure 2. Find patients based on demographic irdtiom: the
tail. PID protocol.

The patient’s demographic data needed in order to
execute a PID query are entered into a form, which
is provided by the Display. After all demographics

have been specified, the Display sends them to a

Step 1: Determination of patient identifiers

The problem of an unambiguous identification of
patients must be solved in order to make access to



subsequent component via HTTP protocol. This attribute values. Further, while coloured blocks
component validates the demographics and gener-stand for values that are not known, and black
ates a PID query, which is then sent as an XML coloured blocks symbolise null values. Depending
message to the components the PID architectureon the attribute, there may be multiple encodings
consists of. It should be noted that every organisa being compared to each other, to compensate for
tion connected to the ARTEMIS network operates spelling errors and minor typos as frequently found
their own PID component which is responsible for in patient databases. For illustration, imagine the

the processing of PID queries. German surname “Meier”, which can be spelled in
After having received a PID query, every organisa- different variations, such as “Maier”, “Mayer”, or
tion selects a set of candidates from its inforomati  “Meyer”. Instead of exact notations, phonetic en-

systems, based on so-called “blocking variables” codings are compared to each other in order to
matching the demographic parameter values determine a match even if a wrong notation occurs.
specified by the PID query message. The blocking Acting this way, a match can be determined even if
variables consist of demographic values such asthe exact spelling of a nominal attribute differs
patient's gender, which generally should have a between candidate and query. Back to the case
small error ratio and statistically should halve th  shown in Figure 3, the candidate with ID O does
number of patients to be considered. The candi- not differ from the patient being searched for,
dates found are then submitted to a central instanc while candidate with ID 1 differs in one phonetic
of the PID infrastructure, where they are collected encoding of the given name. The hyperlinks in-
After expiration of a predefined, configurable time cluded in the result page allow for initiating an
interval, a record linkage algorithm is applied to RID query for clinical information or candidate-
the set of candidates found earlier. The record related documents later on.

linkage algorithm is based on probabilistic meth-

ods and is used to determine the set of candidates Step 2: Search for clinical information and docusen
matching the data of the patient being searched for

based on the demographics specified in the PID Using the results of the PID query (or, more pre-
query message. The result of a PID query, also C|sely: using the ca}n'dldat'e-to-patl'ent mappings),
being an XML message, consists of a set of candi- candidate-related clinical information and dqcu-
dates matching the patient's demographics with a Ments can be requested for each of the candidates
high probability. The XML message additionally shown. The search is based on the patient |dant|f|e
contains all necessary information needed to search©f the patient that was mapped to a candidateein th
for potential candidate-related clinical informatio ~ first step. In order to request for patient-related
or documents. The results of a PID query are dis- c_I|n|cal information or documents, further informa-
played to the health professionals by the Display tion must be specified, such as the type of re-
component, thus enabling them to select a candi- guested information or the date range the informa-

date. An example result of a PID query is shown in tion should originate from. For this purpose, & th
Figure 3. requestor organisation site, the Display provides

another form.

In analogy to the behaviour in the first step, rafte
having submitted the information entered into the
form, the Display again creates a request message
based on this information. This request is thern sen
via HTTP protocol exclusively to the peer from
which the selected candidate originates. This peer
stores all available information about the selected
candidate. Additionally to the patient identifiéne
request message contains further search parame-
ters, as already mentioned. These parameters con-
tain an attribute called “request type”, describing
Figure 3. PID query results at the Display. the kind of information the request should return.

As it can be seen in Figure 3, two candidates The requesttype is specified in the RID integratio
matching the patient’s demographics were found. Profile (8,9). Possible request types cover the
Light coloured blocks symbolise a conformance of Scope of reports from radiology, cardiology, labo-
an attribute value between candidate and requestedratory, surgery or emergency departments, further
patient. Darker coloured blocks symbolise different intensive care units, discharge reports and medical




subscriptions, and allergy or medicine lists. Fi-
nally, the maximum amount of result reports or
documents that are to be returned can be specified.
Depending on the request, a specific data acquisi-
tion plug-in will be used at the Information Source
of the providing organisation. This plug-in is re-
sponsible for searching the information systems at
the provider organisation for the information speci
fied by the request. For each request, the plug-in
generates a report in the form of a PDF document,
containing all information gained from the infor-
mation systems. Finally, a result page in terms of
an XHTML document is generated, containing
hyperlinks to all reports that have been generated
by the plug-in as a result to the request. This
XHTML document is returned to the Display at the
requestor organisation, where it is presentedéo th
health professionals that initiated the requese Th
whole RID process is shown in Figure 4.

Figure 4. Search for patient-related informatiom@RID.

An example XHTML result page is shown in Fig-
ure 5.

Figure 5. Example of an XHTML result page relatect
SUMMARY request.

One central feature of the plug-in architecture of
the Information Source is the strict separation of
interface and data acquisition components. A static
interface component has been designed in order to
match the requirements of the RID integration
profile, while being independent from the data
acquisition component. The interface component is
responsible for the whole scope of communication
between Information Source and Display compo-
nent, and it can be combined with any data acquisi-
tion plug-in matching the plug-in specification. In
order to connect a specific legacy information sys-
tem to the Information Source, only a data acquisi-
tion plug-in must be designed and implemented.
There is no need for changes in the interface com-
ponent, which is specified by the RID profile.
Thus, the Information Source architecture is flexi-
ble and widely extensible.

If an information system is to be connected to the
Information Source, detailed knowledge about the
internals of the information system to be connected
is needed in order to design and implement a spe-
cific data acquisition plug-in. To be more precise,
semantic mapping between the request types sup-
ported by the Information Source, and the content
or database tables of the information system is



necessary. The extraction of information from the tains hyperlinks to all reports that were generated
information system might be done in many ways, or documents that were found. By clicking these
depending on the options the information system hyperlinks at the Display, these reports or docu-
offers. There may be proprietary, native access ments can be requested in electronic form. This
mechanisms or Application Programming Inter- step is called Retrieve Document for Display
faces (APIs) allowing for access to the informa- (RDD). Figure 7 shows an example for a report
tion using programming languages. Another way that has been generated; Figure 8 shows a docu-
to gain access to an information system is to di- ment that has been received.

rectly access the underlying database tables of the
information system. Further ways to access infor-
mation systems are imaginable. The only restric-
tion is that access to the information stored & th
legacy information system must be achieved within
the program code of the data acquisition plug-in.

Step 3: Request for clinical documents or reports

The process of requesting for documents or reports
as described in the RID integration profile is
shown in Figure 6.

Figure 7. A report generated by the Informationr8eplugin.

Figure 6. Request for report or document using RDD.

The result XHTML page generated in step 2 con- Figure 8. A medical document transmitted via RDD.



As a reference to a document or report, a unique Another approach to address this problem would
identifier, the so called documentUID (9) is used, be to merge the document to be transmitted with
which is worldwide unique. The hyperlink contains all resources being referenced from within this
further information such as the address of the or- document together into a single archive, which
ganisation hosting the document or report. Thus, would then be transmitted instead of the original
using the address and the UID, a document may bedocument being requested. Absolute references
uniquely referenced and accessed. would have to be replaced with relative references
For the transport of the documents or reports be- pointing to the resources that were included in the
tween providing and requesting organisations, the archive, also leading to the transmission of ma-
HTTP protocol is used. Due to the fact that the nipulated documents. Further, a new problem
documents are transmitted as binary streams, arbi-could result from the possibly large amount of data
trary document types (or content types) are sup- to be merged, if we think of a resource like an
ported. HTML document containing hyperlinks to sites
that again do contain hyperlinks etc. An upper
Experiences with Plug-in development: Access to HIS  bound for the recursive nesting level of resources
Care2X as reference implementation to be followed (and thus to be included into the
archive) would be needed in order to guarantee the
termination of the archiving algorithm. This ap-
proach would also cause significant amounts of
potentially uninteresting information to be trans-

To demonstrate the functionality of the PID/RID
infrastructure and its plug-in architecture asash
been implemented in the ARTEMIS project, a

reference implementation of a data acquisition
plug-in was realised. This plug-in enables the In-
formation Source to gain access to the information
stored in the open-source Hospital Information

mitted, resulting in an increase of latency and
transmission costs.

CONCLUSIONS

System (HIS) “Care2X” (18). All of the above

mentioned access methods were implemented. For economical reasons and in reaction to the in-
Partially, the Care2X plug-in directly accesses the creased mobility of patients nowadays, the creation
tables of the Care2X database, while other parts of an infrastructure enabling cross-organisation
acquire information using the Care2X API. access to legacy healthcare information systems is
Some problems had to be solved while implement- a desirable goal. The EC-funded project
ing the reference plug-in, including classical prob  ARTEMIS has developed a methodology allowing
lems from the field of data integration such as for an information and document exchange based
quality deficiencies caused by missing or incom- on the IHE RID integration profile. A prototype
plete data. A core problem appeared concerning has been implemented, and in order to demonstrate
the referential integrity of resources that areref  its functionality, a scenario has been realisec Th
enced by or included in documents to be transmit- scenario includes a Display component and an
ted. The main problem is that resources referenced Information Source component, both being in-
by a document that is transmitted via RID cannot stalled on different machines. The Information
be accessed after transmission due to differemces i Source component encapsulates an installation of
the access context (i. e., the references point to the Care2X HIS. A use-case has been shown, de-
URLSs that are valid within the provider's localare  scribing the medical treatment of a patient at an
network, but not necessarily valid at the re- organisation located in a foreign country. Related
questor’s site). This might lead to a loss of refier to this scenario, the machine acting as the Display
tial integrity. Another point is that potential au- can be seen as the client at the foreign location,
thentication techniques required to access re- while the machine hosting the Information Source
sources referenced from within one document may and the Care2X HIS can be seen as a providing
not work at the requestor site. information system being located in the home
One approach to solving this problem could be to country of the patient. The cross-organisation ex-
also map these references to the RID infrastructure change of information and documents stored at the
This would involve a parsing of the documents in providing organisation has been demonstrated with
order to find references, and the step of procgssin the use-case scenario as described above. Docu-
and updating these references to point to the RID ments and medical information about the patient
infrastructure. This approach would lead to the have been exchanged between the providing and
transmission of manipulated documents that the requesting organisation, enabling the healéhcar
would, however, provide referential integrity. professionals at the requesting organisation to ac-



cess the information stored at the providing organi
sation located in the home country of the patient.
Thus, the RID infrastructure implemented can be

seen as an approach to address the problem de-

scribed in the outline of this paper.
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